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1. Introduction. 
 
Neither corpus linguistics nor the field of statistics are homogenous fields of 
research. This book considers two corpus approaches and a small range of 
statistical techniques that are currently used for the study of semantic rela-
tions such as polysemy and synonymy. The overview is designed as a re-
source for those less familiar with the field, but also as a reference for those 
already working with corpus-driven methods in Cognitive Semantics. Spe-
cifically, Corpus-driven Cognitive Semantics is understood as the work repre-
sented in the edited volumes Gries & Stefanowitsch (2006), Stefanowitsch & 
Gries (2006), Glynn & Fischer (2010), the recent monographs Hilpert (2008), 
Gilquin (2010), Divjak (2010a), Dziwirek & Lewandowska (2010) and Glynn 
(forthc.) and four recent theses Deshors (2010), Levshina (2011), Barn-
abé (2012), and Klavan (2012).  
 Corpus-driven Cognitive Semantics is argued to divide into two method-
ologies, or analytical approaches, based on either collocations or features. 
These approaches are described in section 2. Following this, section 3 exam-
ines the quantitative techniques used in such research. It lists and explains the 
different statistical techniques employed, offers examples of how they are 
used and gives detailed references on where the application of each technique 
is explained in the literature, focusing on applied statistical literature, acces-
sible to linguists, employing the statistical programming environment R. 
 
 
 
 



2 Methodology and Analysis 

2.  Collocations and Features. Two approaches to corpora 
 
Within Cognitive and Functional Linguistics, broadly speaking, there is a 
wide range of approaches to corpus data from simply counting the number of 
occurrences of a given form in a given context to the development of complex 
computational models trained on enormous text banks. For corpus-driven 
research, where the ‘meaning’ of a given linguistic form is in question, we 
can identify two approaches. The first of these we can term ‘collocation an-
alysis’ and the second, ‘feature analysis’. Although the approaches can be 
combined (q.v. Stefanowitsch & Gries 2008), they tend to be used separately 
and possess distinct strengths and weaknesses. 

Collocation analysis is more established and typical of mainstream corpus 
linguistics. Collocation studies identify the co-occurrence of linguistic forms 
in a given sample of naturally occurring language. Firth’s (1957: 179) now 
famous phrase – “you shall know a word by the company it keeps” is a suc-
cinct way of capturing the aim of this approach. When extended to other parts 
of language, such as syntactic patterns or indeed text types and genres, the 
large-scale study of collocation is a powerful tool for making generalisations 
about language use. Cognitive and Functional linguistics are particularly con-
cerned with why a given form is used. In order to answer research questions 
of this nature, inference as to the semantic, functional, or conceptual motiva-
tion for the collocation must be made in post hoc analysis.  

Despite this subjective step in applying the collocation analysis to cogni-
tive-functional linguistic research, the analytical approach has important ad-
vantages. To the extent that one can retrieve forms automatically, one can 
consider extremely large samples, making studies (more) representative of a 
given language or part of language. Secondly, forms are objectively identifi-
able, making this step largely independent of subjective analysis. However, 
this statement warrants qualification. If a form is objectively identifiable, 
linguists are often interested in only certain uses of a given form. Often, these 
cannot be retrieved automatically. In such a situation, the decision as to which 
occurrences are representative of the category is typically a question for de-
bate (see Perek this volume).  

Typically, collocation studies rely on some measurement of association. 
Raw frequency of co-occurrence can be misleading because, if one of the 
forms is extremely frequent, then relatively high co-occurrence may just be a 
result of the overall high frequency of that form. The problem of how to de-
termine the degree of association, or ‘attraction’, is fundamental and lies be-
hind much of the discussion in corpus linguistics. A common way of measur-
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ing the degree of association for lexical co-occurrence is the mutual informa-
tion (MI) score. Many corpus linguistics programs, both on-line and stand-
alone, automatically generate this. There also exist other association measures 
based on statistical significance. One such measure is termed collostructional 
analysis, developed by Stefanowitsch & Gries (2003, 2005) and Gries & Ste-
fanowitsch (2004a, 2004b). This measure allows the researcher to consider 
the co-occurrence of linguistic forms and syntactic patterns and since its 
introduction, it has proven popular in Cognitive Linguistics. 

One of the newest advances in the use of collocation is the application of 
Word Space modelling to semantic research questions. Within computational 
linguistics and research in natural language processing, Word Space model-
ling has a well-developed tradition. The principle is to extend the analysis of 
collocation beyond one or two words or even syntactic patterns, to whole 
lines, paragraphs and even entire texts. Such approaches give rich colloca-
tion-based behavioural profiles of a given linguistic form. The implications 
for such analytical techniques in theoretical linguistics are only now being 
realised. Such methodology is not represented in the volume. Peirsman, Hey-
len, and Geeraerts (2010) is representative of the application of these methods 
to research in semantic relations.  

The number of studies employing a collocation approach, even restricted 
to Cognitive Linguistics, is enormous. A small sample of recent studies in-
cludes Newman & Rice (2004, 2006), Deignan (2005), Delorge (2009), Pęzik 
(2009), van Bogaert (2010), Zeschel (2010) and Colleman (2010). Applica-
tions of collostructional analysis include Wulff (2006), Wulff et al. (2007), 
Hilpert (2008, 2009) and Gilquin (2010). 

The second approach in question can be called feature analysis. It is less 
traditional in the mainstream of corpus linguistics but is gaining currency 
corpus-driven Functional and Cognitive Linguistics. The principle has also 
been developed, independently, in psychology, where it is termed analysis of 
components (cf. Scherer 2005, Fontaine et al. forthc.) The technique has been 
termed feature-configuration analysis by Geeraerts et al. (1994), behavioural-
profile analysis by Gries & Divjak (2009) and Divjak & Gries (2009) and 
usage-feature analysis by Glynn (2009, 2010b). The principle is simple - for a 
large sample of a given linguistic form, various formal, semantic, and social 
‘linguistic features’ (or ‘ID tags’ in Gries & Divjak’s 2009 terminology) are 
identified and ascribed to each occurrence.  

In practical terms, feature analysis can be determined by whatever theo-
retical assumptions are desired. For instance, these linguistic features could 
include distinctive lexical sememes, such as those employed in the Structur-
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alist tradition of polysemy and synonymy (Pottier 1963, 1964, Co!eriu 1964, 
1975, Labov 1973 and Apresjan 1974). The sememe principle was adopted by 
cognitive semanticists, but importantly, divorced from the theoretical con-
straints of ÔsufficientÕ conditions and ‘linguisticÕ semantics. Although not 
corpus-driven, lexical semantic research such as Vandeloise (1986), Lak-
off (1987), Rudzka-Ostyn (1989), Fillmore & Atkins (1992) and Cuyck-
ens (1993, 1995) are exemplary of this analytical approach.  

The approach is equally applicable to schematic forms and meanings. Al-
though not expressed as features, the descriptive characteristics used by 
Giv—n (1984), Halliday (1985), Langacker (1987), and Talmy (1988) in the 
study of grammatical categories are equally applicable. Even the argument 
structure analysis, typical of Construction Grammar (Fillmore, Kay, & 
O'Connor 1988 and Goldberg 1995), can be treated as a set of usage-features. 
Lastly, it goes without saying that the analytical approach of the feature-based 
Unification Grammars of Gazdar et al. (1985), Bresnan (2001), and Sag et al. 
(2003) is equally applicable. Regardless of the name one gives to the charac-
teristics of the phenomenon in question - ÔsememesÕ, ÔfeaturesÕ, ÔID tagsÕ, or 
even Ôtheta rolesÕ and ÔqualiaÕ - the technique can quite simply be employed 
to examine any linguistic phenomenon, assuming most theoretical paradigms.  

The analytical approach consists of the repeated application of what is es-
sentially a ÔtraditionalÕ linguistic analysis to hundreds, or even thousands, of 
naturally occurring examples. This procedure results in a quantified usage-
profile of the linguistic form in question. The frequency-based version of 
usage-feature analysis is employed, with varying degrees of statistical sophis-
tication, by a wide range of studies from syntactic analysis (Heylen 2005, 
Bresnan et al. 2007, Speelman et al. 2009), to discourse studies (Scheibman 
2002, KŠrkkŠinen 2003, Flores Salgado 2011, De Cock forthc.) and even 
gesture research (Zlatev & AndrŽn 2009, Morgenstern et al. 2011). Within 
Cognitive Linguistics, the tradition of quantifying the observational data in 
such a way that they can be treated with statistics began with Dirven et al. 
(1982), Rudzka-Ostyn (1989, 1995), Schmid (1993, 2000), Geeraerts et al. 
(1994, 1999), and Gries (1999).  

The weaknesses of the approach are twofold. Firstly, the detailed manual 
analysis is as subjective as any traditional linguistic analysis and open to the 
same vagaries, theoretical biases and human error. Although it may seem 
unfair to describe ÔtraditionalÕ analytical techniques as a weakness, within the 
corpus community, many (unfortunately) perceive it this way. Secondly, the 
manual (or traditional) analysis of examples is meticulous and laborious. The 
simple practical reality of limited resources means that samples are relatively 


















































